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Abstract
Due to the use of the concepts embedded in ServiceOriented Architecture (SOA), software design, now more
than ever, involves the use of incomplete information. Applications that utilize Web Services are also highly impacted by
the problem of deployment and subsequent undeployment of
services. Specifically, there is a level of uncertainty caused
by the potential for services to become unavailable (either
temporarily or permanently). In a scenario where an application must switch from one service to another due to
the undeployment problem, the client application may require that new or different handlers be used to cope with
the properties of the alternative service. In this current development climate, the design issues become clear: there is
a need to reason about how a design is impacted by discovered services, design analysis must consider the transaction
and event properties of discovered services, and design of
systems must incorporate fault tolerance and high-integrity
issues to cope with the dynamic landscape caused by the
uncertainty associated with using services.

1 Introduction
Web Services have ushered in a new era of software design that focuses on implicit and explicit collaboration between organizations. The level of adoption of Web Services
in the industry is immense, especially within Fortune 500
businesses. Due to the use of the concepts embedded in
Service-Oriented Architecture (SOA), software design, now
more than ever, involves the use of incomplete information.
While Web Service implementations that use the Web Service Description Language (WSDL) and SOAP (formerly
Simple Object Access Protocol) standards provide information about syntactic structure (and thus an ability to automatically generate glue code), these descriptions lack se∗ This
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mantics that allow a client application to reason about the
overall impact of using such services. The situation becomes worse with Representational State Transfer (REST)based services [7] where client interfacing to service APIs
must be manually created. So, while the so-called “traditional” Web service focuses primarily on the Remote Procedure Call (RPC) client-server interaction style, REST utilizes other transaction primitives. In addition to the above
issues, applications that utilize Web Services are also highly
impacted by the problem of deployment and subsequent undeployment of services. Specifically, there is a level of uncertainty caused by the potential for services to become unavailable (either temporarily or permanently). In a scenario
where an application must switch from one service to another due to the undeployment problem, the client application may require that new or different handlers be used
to cope with the properties of the alternative service. In
this current development climate, the design issues become
clear: there is a need to reason about how a design is impacted by discovered services, design analysis must consider the transaction and event properties of discovered services, and design of systems must incorporate fault tolerance and high-integrity issues to cope with the dynamic
landscape caused by the uncertainty associated with using
services.
In this paper, we identify a number of design issues that
are related to developing service-oriented systems. Specifically, we raise issues that impact design of flexible and
dynamic systems, especially in the context of systems that
must consider transaction and event properties of discovered services. This paper is organized as follows. Section 2
described background and related work. Section 3 identifies
issues related to the design of flexible and dynamic serviceoriented systems. Finally, Section 4 draws conclusions and
identifies future investigations.

2

Background and Related Work

This section describes background and related work in
the areas of service-oriented architecture, event driven-
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workflow, distributed transactions, and rationale.

process.

2.1 Service-Oriented Architecture

2.3 Distributed Transactions and Failure Recovery

Recent work has integrated the use of ontologies with
Web Services to create the notion of Semantic Web Services [17]. Semantic Web Services are capable of communicating information about the meaning and purpose of a
service, including semantic descriptions of the input to a
service, the output from a service, as well as any constraints,
pre-conditions, and post-conditions associated with use of a
service. The addition of these semantic descriptions for web
services lays the foundation for automated reasoning about
the design of a distributed application, providing more advanced approaches for locating services and for understanding the manner in which they can participate in an orchestrated business process. In this context, design of SOA systems involves the description of atomic and composite processes (services) and the orchestration of those processes to
form a distributed application. Most research has primarily
focused on enhancing Web Services with ontological descriptions and has just scratched the surface on reasoning
about semantic Web services beyond examining behavior
and conditions [11]. Furthermore, advancements in reasoning about semantic descriptions in the design process may
reveal the need for a more extensive meta model for semantic Web services that addresses the myriad of quality
attributes associated with web services [19].

2.2 Event-Driven Workflow and Service Composition
A research area related to the process of designing for
dynamics is the area of event-driven workflow and service
composition. Much of this work originated with research
on active database technology [24] and the use of EventCondition-Action (ECA) rules. More recent work has investigated semantic, rule-based, and event-driven serviceoriented architectures to provide seamless interoperable
integration, dynamic composition, and semantic support
among enterprise and business partners [14, 20]. The use of
events and rules enhance semantic descriptions with behavioral knowledge, constraints, and policies to produce automatic and dynamic service composition and flow, such as
the work with the Integration Rules project [22]. Moreover, current web service composition languages, such as
BPML, WSBPEL, and OWL-S, provide solutions only at
the descriptive level and not at the analysis and verification
levels [20]. To achieve business process management in an
SOA, management and consistency of the process [20] must
be considered. The management of the process needs to be
adaptable, with the ability to dynamically adjust either the
process or the services which are functions of the process.
Events and rules can also be used to check consistency of a
process, either in a static or dynamic mode, or by analyzing
event log files to compare actual behavior to the designed

The traditional notion of transactions with atomicity,
consistency, isolation, and durability (i.e., ACID) properties is too restrictive for the types of complex transactional activities that occur in distributed applications, primarily because locking resources during the entire execution period is not applicable for Long Running Transactions (LRTs). The Web Services platform offers a distributed environment where autonomous applications can
collaborate using a standard interface based on Internet
technology. WS-Coordination [5], WS-Transaction [4], and
Business Transaction Protocol (BTP) are specifications that
use atomic business transactions to achieve ACID transactions and long-running business processes for non-ACID
transactions. Different techniques have also been proposed
to implement ACID transactions on composite Web Services [12, 1]. In BPEL, scoping is used to specify compensation handlers and/or a set of fault handlers for various fault messages, but there is no distributed coordination regarding an agreed-upon outcome among multipleparticipant services.

2.4

Rationale

The rationale for a system, whether software or hardware, is different from standard documentation. Rather than
being a static description, the rationale describes the decisions that were required, the alternatives considered, and
the reasons for and against these alternatives. Much of the
work on rationale has been focused on design rationale, particularly in the fields of engineering design [15] and Human Computer Interaction (HCI) [18]. There has also been
significant work done using rationale for software development [6].
The SEURAT (Software Engineering Using RATionale)
system [3] uses an Argument Ontology to support reasoning over the rationale. This ontology contains a hierarchy of
reusable reasons for selecting between alternatives in software development. The initial ontology was built based on
the “ilities” [8] and filled in with information from other
quality and NFR taxonomies [13]. SEURAT captures traceability from NFRs to the software itself by associating the
NFRs with alternatives that support or deny them.

3

Design Issues in SOA

To date, many of the advances in Web services have been
driven by standards bodies. Specifically, SOAP, WSDL, and
the plethora of WS-* [2] standards have been developed by
consortiums that have been interested in facilitating interorganizational collaboration of processes. In amongst the
standards efforts have been the definitions of “standards”
for semantic web services [17]. As these many differing
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standards arise (both for traditional notions of web services
and semantic web services), the problem of designing distributed applications has become increasingly challenging
due to the need for these applications to address application dynamics, flexibility, fault tolerance, and transactional
semantics.
The frameworks and technologies for Semantic Service
Oriented Architectures (e.g., S2 OA) systems include languages and tools for specifying ontologies, services within
those ontological contexts, and behavior of services [17].
The efforts in the definition of different web service standards has been varied (e.g., the so-called WS-* standards)
including WS-Policy, WS-Security, WS-Transaction, etc.
In order to take advantage of all or even some of these capabilities, it is necessary to understand and cope with the
challenges associated with their use including:
1. Identification of design processes, design (architectural) styles, and design patterns for S2 OA systems.
Many different approaches for component-based software developent have been suggested in the literature [10]. SOA has ushered in a new era of development that includes programming-in-the-large. The
process for this form of development is highly iterative
and requires reasoning about uncertainty and dynamic
availability of components. WSDL and SOAP-based
Web services utilize a remote procedure call (RPC)
style of interaction while emerging Representational
State Transfer (REST) based services [7] utilize an interaction style using four basic primitives (e.g., GET,
POST, PUT, and DELETE). As the use of techniques
for creating flexible S2 OA systems evolves, they must
cope with both RPC-based and REST-based Web services. In addition, new styles of interaction at the architectural level may also emerge.
2. Design for flexibility and dynamics. While semantic web services are meant to facilitate specification,
discovery, and execution of services, research in the
area has focused more on the development of that
technology than on the emerging issues of dynamics.
With a stated intention of such semantic web service
technologies to support late and dynamic binding of
services, it is natural to investigate how the mechanisms of the semantic web can facilitate 1) event and
rule driven service composition and exception handling, 2) ontology-based descriptions of web services
and their relevant constraints, pre-conditions, and postconditions, 3) declarative transactional semantics that
support a mix of traditional ACID transactions with
non-ACID transactions and user-defined correctness
and recovery procedures, and 4) dynamic service location and substitution for dealing with variability and
the unknown. Morever, as the specification, discovery,
and execution technologies become more mature, de-

velopment of techniques that address the problem of
how to effectively design systems to take advantage of
these technolgies becomes paramount.
3. Identification of methodologies that utilize rationale as
a major driver for making and reasoning about design
decisions at a number of levels of abstraction ranging
from architecture formation to selection of compensation and contingency operations at run-time.

3.1

Design Processes for S2 OA.

Our philosophy for designing SOA systems is grounded
in design of component-based systems and product-line architectures. The process for designing such systems relies
on the use of a baseline or product-line architecture that defines the structure and semantics of a family of software
systems. In the definition of such an architecture, domain
analysis drives the definition of commonalities and variabilities for systems in the product family. Often, components
are used to implement variabilities at interface boundaries.
We propose to use a similar approach for the development
of dynamic S2 OA systems, where discovery of services acts
as the primary driver for the identification of new product
instances.
Figure 1(a) shows a diagram depicting the development
process which is based on an incremental product line development process [21] where the architecture is analyzed
to determine impact of new product requests. The entry
point into the process is the identification of new product
requests (or requirements). The decision point of whether
to increase core assets (e.g., increase the number of implemented commonalities) is followed by the process of updating existing products and creating a new product based on
the desired requirements. With respect to updating existing products, the process dictates that if new commonalities
are deemed necessary, existing products should be modified
to reflect the new assets. In the service discovery perspective (as shown in Figure 1(b)), discovery of new services
(rather than new product requests) drives the identification
of “new” product instances. As such, construction of new
(or modification of existing) commonalities is a result of
service discovery.
In a context that includes discovered services, software
architectures must be analyzed to determine the impact of
using those services. Specifically, a new process model
(perhaps based on Figure 1(b)), is necessary that also identifies the potential impact of a new service upon potential
instantiations of the architecture. Several challenges arise
including how to specify requirements (including relevant
quality attributes) in order to facilitate reasoning about the
reactive and dynamic behaviors of the relevant systems.
Software architectures are hierarchical constructs involving many different levels of abstraction. While a software
architecture may describe the high-level interactions (in-
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Figure 1. Reuse Process Flowcharts
cluding their composition into some workflow) between
components using many of the well-known architectural
styles in the literature, a service oriented architecture must
cope with a level of uncertainty caused by the lack of knowledge about yet to be discovered services. As different quality attributes, such as flexibility, become of higher concern,
new patterns of interaction must be developed that describe
how different transactional and event models affect service
compositions.
The basic SOA architecture involves a service provider,
service client, and service registry. In this architectural
style, providers publish descriptions in registries that are
subsequently discovered by service clients. Service clients
then utilize the description to invoke the service hosted
by the provider. In the current services environment, the
interaction between the client and provider generally follow either an RPC-based style or a REST-based style.
While languages have been developed to model web service flow [16], explicit help on design issues in SOA is still
a work in progress. In our research, one of the objectives
is to identify, characterize, and utilize new styles of interaction that account for different forms of events, the use
of contingent and compensating operations, and potentially,
service replacement as a means for providing flexibility in
a S2 OA environment. Specifically, given the dynamic nature of service-oriented software systems, there is a large
amount of uncertainty regarding the design and implementation of systems. This uncertainty results in a need to develop design techniques that utilize different modes of interaction between components. Furthermore, it is necessary
to understand the nature of transactions, especially since
S2 OA systems require a high degree of integrity while being
flexible enough to cope with changes in the environment. In
our previous investigations, we developed a Model-Driven
Architecture (MDA)-based approach for specifying semantic Web services [9]. While the approach facilitates the act

of creating a specification, we did not provide explicit assistance for identifying and analyzing different models of
interaction or their impact on the resulting service composition.

3.2

Design for Dynamics, Flexibility, Fault Tolerance, and Transactional Semantics

Events can be broadly categorized as applicationoriented events, application exceptions, and system faults
associated with service execution. Since our goal is to
design with dynamics and flexibility in mind, the ability
to specify and use events in a meaningful way is critical. To fully support flexibility, however, events must be
coupled with the use of rules to reason about execution
alternatives, especially in the context of a volatile, distributed service composition environment in which services
can change, fail, become temporarily unavailable, or disappear. Our own past work has addressed the use of eventcondition-action (ECA) rules for the integration of EJB
components [23]. The use of events and rules must also
be integrated with checkpointing techniques so that the reasoning process can consider the state of the execution when
determining how to respond to application events, exceptions, and faults.
In addition to providing an event-driven architecture,
applications that are composed of services must also address the semantic correctness of concurrently executing
Web transactions and the unpredicatable nature of a serviceoriented execution environment. Traditional transactions
use serializability to define the correctness of concurrent executions that access the same data, where the concurrent execution of a set of transactions must produce a result that is
equivalent to some serial execution of each transaction. Furthermore, transactions usually conform to ACID properties
(i.e., atomicity, consistency, isolation, and durability). Supporting serializability and the ACID properties, however, is
no longer valid for Web transactions. As shown in Figure 2, Process 1 and Process 2 are executing concurrently
and accessing the same services, that possibly access the
same data. In a traditional transaction, all of the data accessed by Process 1, for example, would be locked until it
is known that Process 1 will commit, with each subcomponent coordinating the commit process using the two-phase
commit protocol. As a Web transaction, two-phase commit
is not a realistic option due to the autonomy of each service.
Furthermore, there is no global log file to support rollback
and recovery or to support data dependency analysis. If Process 1 fails in the execution of service operation 5, services
that have committed prior to the execution of operation 5
may have already released modified data to Process 2.
Typical solutions from past work with advanced transaction models and transactional workflows use compensating
procedures to logically undo (or partially undo) the affects
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Figure 2. Transaction Example
of the failed process (Process 1), with contingent procedures
used as a forward recovery mechanism to continue the execution. In either case, Process 2 may now be executing with
incorrect data due to the lack of support for isolation. As a
result, user-defined correctness, in the form of constraints,
pre-conditions, and post-conditions, is critical to the specification of a web service composition. Although existing
standards and languages for service composition provide
features for specifying and executing compensating actions,
these frameworks are still too rigid and must ultimately be
integrated into a more extensive design process that supports an array of transactional features, with the appropriate
rationale that will support the ability to respond in an acceptable manner to failure in the environment. Examples
of some of the dynamic capabilites that must be considered
are:
1. If a service is unavailable, service retry may be an option. The design should capture the execution alternatives that are available when service re-try reaches its
limits. It is also important to understand how the local
database recovery facilities of a service interact with
the global process execution and recovery facilities.
2. Based on the application requirements, there may be
subcomponents of a design where a two-phase commit
process is needed, thus requiring the use of services
that support this capability. This rationale should be
captured in the design. Furthermore, if a network failure prevents access to the needed services and similar services are available that do not support two-phase
commit, the design should specify how to dynamically
address correctness issues for this alternate path of execution.
3. The nature of autonomous services may require relaxed support for isolation, with different transaction
models, such as sagas or open nested transactions that
support compensation. For locating appropriate services, it is important to capture the conditions for semantic correctness of the logical undo process of the
compensating procedure. It may also be possible (or
required) to provide multiple options for compensating or contingent procedures. If so, the rationale for
choosing one procedure over the other is relevant for

Capturing the rationale for the use of different web transaction semantics in the composition process is critical to
planning design alternatives that support fault tolerance.
The rationale for specific transaction capabilities is also
needed to provide intelligent support for the dynamic location and substitution of services at execution time. These
issues have an impact of the type of information that must
be provided in the semantic desciption of services.

3.3

Using Rationale to Design SOA Systems

There is a need to reason about how discovered services
impact system design. This requires knowing not only the
purpose of the service, which indicates which requirements
the service may address, but also its its impact on system
quality attributes. It is also important to know any dependencies or conflicts the service may have with other services
that may be used by the system.
One way to capture the impact of quality attributes and
dependencies on the design are through its rationale. The
rationale for a software system describes the decisions that
were made, the alternatives considered, and the reasons, or
arguments, for and against each of the alternatives. There
are many different types of arguments that should be considered: a) Does the alternative address or violate any of
the functional requirements?, b) Does the alternative support or deny quality attributes such as flexibility or faulttolerance?, c) Does the alternative affect any assumptions
made about the system?, and d) Does the alternative have
any dependencies on or conflicts with other alternatives?
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Figure 3. Argument Ontology
Figure 3 shows the structure of the rationale as defined
for the Software Engineering Using RATionale (SEURAT)
system [3]. Arguments referring to non-functional requirements can be expressed in the form of “Claims” that describe the relationship between the alternative and a quality
attribute. The quality attributes themselves can be obtained
from an Argument Ontology that gives a hierarchy of NFRs
at different levels of abstraction. The different levels allow
for more detailed reasons to be expressed at different levels of design while the ontology itself provides a common
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vocabulary that can be used to support inference over the
rationale. The arguments for and against each alternative
can be used to calculate its level of support relative to other
alternatives for that decision.
Composing a system from a collection of Web Services
involves making a series of decisions where alternative service implementations are considered based on the functionality they provide and how well they support the nonfunctional requirements of the system being created. The
advantages and disadvantages of the alternative services
comprise its rationale.

4 Conclusions and Future Investigations
The habitat of applications in a SOA context is an environment that is highly dynamic. Applications must be flexible to be able to cope with the uncertainty inherent in this
habitat. Applications must also be able to cope with and
recover from situations that would otherwise cause inconsistency in application behavior and data. In this paper, we
outlined several challenges that arise as a result of the dynamic nature of SOA. We are in the process of developing
a three-pronged approach that addresses the design of flexible and dynamic systems that utilizes design rationale as
a driver for making decisions about both design-time and
run-time alternatives. The approach is based on the use of
semantic Web services, and when complete, will facilitate
multiple levels of analysis.
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